
Neuropsychological Trends – 13/2013
http://www.ledonline.it/neuropsychologicaltrends/

7

Is the N170 face specific? 
Controversy, context, and theory

Brian D. Earp - Jim A.C. Everett
Institute for Science and Ethics, Faculty of Philosophy, University of Oxford, Oxford, UK

doi: 10.7358/neur-2013-013-earp brian.earp@gmail.com

Abstract

In cognitive science, there is an ongoing debate about the architecture of the mind: does 
it consist of a number of mental “organs” each managing a different function in isola-
tion, or is it more of general processor, adaptable to a wide range of tasks? One corner 
of this debate has centered on face processing. This is because face-perception is crucial 
to normal human functioning and some evidence shows that faces may be processed by 
the brain in a privileged way compared to other types of stimuli. For example, in EEG 
brain recordings, the N170 is a characteristic signal that occurs after a participant 
is exposed to an image of a face, but it is much less pronounced when other stimuli 
are shown. More than 15 years of research on the “N170 face effect” have yielded 
the standard view that the N170 is at the very least face-sensitive, and possibly even 
face-specific, that is, indexing modular processes tied exclusively to facial geometries. 
The specificity claim is clearly stronger, and hence subject to significant controversy; 
while the more conservative “sensitivity” claim had been regarded (until recently) as 
effectively settled. Nevertheless, Thierry and colleagues, in a contentious 2007 article, 
sought to undermine even this “conservative” consensus: they argued that the apparent 
face-responsiveness of the N170 in prior research was due to systematic flaws in experi-
mental design. Fiery debate has followed. In this review, we put the debate in its his-
torical and philosophical context, and try to spell out some of the theoretical and logical 
assumptions that underlie the claims of the competing camps. We then show that the 
best available evidence counts, at least partially, against the Thierry et al. construal of 
the N170. Accordingly, it would be premature to abandon the “conservative” account 
of the N170, according to which it is – minimally – responsive to faces. We conclude by 
returning to the more controversial claim about face-specificity, and try to clarify what 
such a view would entail from a theoretical standpoint. 

Keywords: N170; Face perception; Face-specific; Thierry; Modularity; Exper-
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1.  Introduction

There is an ongoing debate about the architecture of the mind: does it con-
sist of a collection of mental “organs” or modules each managing a different 
function in relative isolation, or is it more of a general processor, adaptable 
to a wide range of tasks? One corner of this debate has focused on face-
processing. This is because face-perception is crucial to normal human 
functioning and some evidence shows that faces may be processed by the 
brain in a privileged way compared to other types of stimuli. For example, 
in electroencephalography (EEG) recordings, the N170 is an event-related 
potential (ERP) characterized by a pronounced negative deflection between 
130 and 200 ms post stimulus onset: it is generally larger in amplitude at 
occipito-temporal electrode sites, and when the cueing stimuli are pictures of 
faces compared to other object categories (Bentin, Truett, Puce & McCarthy, 
1996; Bötzel, Schulze & Stodieck, 1995). 

More than 15 years of research on this phenomenon – sometimes 
dubbed the “N170 face effect” – have yielded the standard view that the 
N170 is at the very least face-sensitive (see Rossion & Jacques, 2008); and 
possibly even face-specific, that is, indexing modular processes tied exclusively 
to facial geometries (Carmel & Bentin, 2002; Kanwisher, 2000). The latter 
claim is clearly much stronger, and hence subject to significant controversy 
(Rossion, Curann & Gauthier, 2002; Itier & Taylor, 2004). But the former, 
more conservative, claim had until recently enjoyed a relatively secure place 
in the neuroscientific pantheon of well-settled points (Rossion et al., 2002). 

In a 2007 publication, Thierry, Martin, Downing and Pegna provided 
evidence against this “conservative” consensus, proposing an alternative 
explanation for the N170. Specifically, they claimed to show that at least 
some of the apparent face-selectivity of the N170 was due to an experimen-
tal artifact, namely differing levels of perceptual variance between face and 
non-face stimuli, or “interstimulus perceptual variance” (ISPV). Controlling 
for ISPV 1, they claim, actually “abolishes” the classic N170 effect. This con-
troversial finding, in our view, provides a good opportunity to position the 
“N170 debate” in its historical and contemporary setting. And it can serve 
as a reminder for researchers working in this area to make explicit some of 
the theoretical and methodological considerations that undergird their work. 
While we make no pretense of settling the underlying dispute about domain-
specificity versus domain-generality of face-processing systems in the brain, 
we do call attention to some of the relevant theory and philosophy. We hope 

 1 By, e.g., displaying objects between categories with a minimum of variance in superficial 
aspects such as size, position, and angle of presentation.
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that our modest contribution in this regard will allow for future N170 stud-
ies to proceed from a more conceptually lucid foundation.

We aim to address the following points over the course of this paper. 
First, we introduce some early and paradigmatic N170 research sufficient to 
put the Thierry et al. (2007a) findings in context. In the course of doing so, 
we bring up some of the theoretical issues surrounding domain specificity 
and modularity as they relate to face processing in the human brain and to 
N170 research in particular. Then we give a brief treatment of the Thierry et 
al. (2007a) article itself, laying out the central arguments and best evidence 
for their “interstimulus perceptual variance” hypothesis. Following that, 
we summarize, and indeed attempt to validate, the main peer criticisms of 
their account. In other words, while we do think that Thierry et al. (2007a) 
raise some important questions of methodology, we do not believe that their 
evidence is sufficient to warrant an outright rejection of the “conservative” 
construal of the N170 – i.e., that it is at least preferentially responsive to 
faces, compared against the small number of other object types typically used 
as controls in N170 experiments. Having made this case, we return to the 
broader, and plainly more difficult question – Is the N170 face-specific? – 
and try to clarify what such a view would entail from a theoretical standpoint. 

2.  Background: the classic N170 effect
 and key experimental findings

In a pioneering set of experiments, Bötzel and Grüsser (1989) attempted 
to identify a “face-specific” EEG response. Their motivating research con-
text was twofold. First, they drew from investigations into the crucial role 
of face processing in normal human functioning (Jeeves, 1984); and second, 
from accumulating evidence from lesion studies (Damasio, Damasio, Rizzo, 
Vamey & Gersh, 1982) and microelectrode recordings in monkey cortices 
(Rolls & Baylis, 1986) which seemed to converge on the view that certain 
aspects of face perception might be localized in the brain. 

To set about testing for a face-specific brain signal, Bötzel and Grüsser 
(1989) presented subjects with line drawings (paradigm 1) and black-and-
white photographs (paradigm 2) of faces, trees, and chairs that had been 
matched for structural complexity, contrast, and luminance. They then com-
pared between-category response potentials that had been measured from 
the scalp whilst participants viewed the stimuli. Results showed a promi-
nent P150 maximum (vertex positive potential) in response to faces, but not 
trees or chairs, and with highest amplitude at electrodes positioned centrally 
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over the top of the head. Bötzel and Grüsser (1989) were careful to note 
the limited number of non-face control categories used in their experiments. 
Accordingly they concluded that the P150 was “face-responsive” if not deci-
sively face-specific. 

These early results share with the N170 literature an approximately 
similar temporal latency in responses to faces compared with non-faces. But 
they differ from the bulk of later findings, which show a potential that is 
both negative and lateralized to scalp sites over occipital cortex. However, 
these differences may be merely superficial. Indeed, Joyce and Rossion (2005) 
present evidence that face-sensitive P150 and N170 components “manifest 
the same brain processes” and only appear distinct because they are analyzed 
with respect to different reference electrodes.

Whatever the status of the vertex positive potential, the first bona fide 
demonstrations of a lateralized, negative spiking, face-responsive potential –
the N170 – were reported by Bentin and colleagues in 1996. Over the course 
of five experiments, participants were presented with images from multiple 
stimulus categories. These included: human and animal faces, isolated face-
parts (eyes, lips, and noses), hands, cars, butterflies, and furniture. Scrambled 
faces, scrambled cars, inverted faces, and distorted faces were also presented, 
for theoretical reasons to be discussed. For each experiment, participants were 
instructed to count members of a specified target category (e.g., instances of 
butterflies) whilst EEG recordings were taken from scalp-distributed elec-
trodes. 

The results of the first two experiments showed a large, negative event-
related potential peaking at lateral posterior sites approximately 170 ms after 
the presentation of face stimuli – but not after non-face stimuli. The authors 
christened this spike the N170. To rule out accidental facelike topography 
or simple animacy as sufficient to induce an N170, cars and butterflies were 
selected as controls. Cars because they are inanimate, yet have superficially 
facelike features (e.g., headlights as eyes); and butterflies because they are 
animate but not facelike. In Experiment 1, scrambled cars and faces were 
also presented to control for low-level perceptual characteristics such as color, 
while in Experiment 2 hands were added to rule out general “body part” 
detection effects. Experiment 2 also included animal faces (to test whether 
the N170 was species-specific); and furniture (to confirm the non-respon-
siveness of the N170 to inanimate stimuli).
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3.  Preliminary theoretical issues:
 what is a face? And the problem of induction

It would be prudent now to pause in our discussion, so that we may consider 
in more detail the selection of non-face (or “control”) stimuli used in studies 
such as the one being described. This exercise will help us address the ques-
tion, “Is the N170 face-specific?” when we come to it directly later on. For 
now, recall that one goal of this type of research is to determine whether the 
N170 is activated by human faces qua human faces, to the exclusion of other 
types of stimuli, arbitrary stimulus features, and differing levels of category 
analysis (Carmel & Bentin, 2002). As we discuss below – in a separate sec-
tion on modularity – if this sort of selectivity could be shown to occur, it 
might provide reasonably good evidence that the N170 reflected, or tracked, 
an encapsulated (Fodor, 1983) brain process that was specialized (in some 
sense) for dealing with faces. Such a finding would be of immense interest 
to cognitive scientists engaged in the debate over domain-specificity for face 
processing and other brain functions (Pinker, 1997; Kanwisher, 2000; Kan-
wisher & Yovel, 2006; Dering, Hoshino & Thierry, 2012). 

The first question to ask, therefore, is this: What counts as a “face qua 
face”? To begin with, the N170 has been shown to respond to images of faces, 
not actual faces; the latter are not generally used as stimuli. These face repre-
sentations have ranged from simple line drawings (Bötzel & Grüsser, 1989) 
to multiracial grayscale photographs (Vizioli, Foreman, Rousselet & Caldara, 
2010) to computer-morphed faces and face-like objects (Jacques & Rossion, 
2006). Some investigators, notably Kanwisher (2000), have gone so far as to 
argue that certain fabricated non-face stimuli look, in the end, sufficiently 
“facelike” to be treated by the brain as such. As a face-specific partisan, she 
subversively cites the case of “greebles” – blob-shaped graphics that are typi-
cally used to support anti-face-specific “expertise” accounts of face processing 
(Gauthier & Tarr, 1997) – to make her point.

What counts as a face, then, is clearly a central question in the debate over 
domain-specificity and face processing in the human brain. Yet even that ques-
tion is ambiguous. It can mean, on the one hand, “How shall we decide which 
stimuli to use for our ‘face’ versus ‘non-face’ categories when designing N170 
experiments?”. And on the other hand it can mean, “What does the brain 
count as a ‘face’ – if it counts anything as such – and at what level of descrip-
tion? What stage of processing?”. Scientists working in this area, we suggest, 
would do well to make their answers to these questions much more explicit 
in their papers; and we provide some guidelines for doing so a little later on.

Yet even if N170 researchers could reach some agreement on “what 
counts as a face”, it is not clear that the theoretical “specificity” puzzle would 
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be any more readily solved. This is because there does not seem to be in prin-
ciple – much less in practice – an experimental design that could conclusively 
verify the “face only” hypothesis for the N170. The reason for this is that an 
impossibly long set of non-face confounds would have to be controlled for and 
ruled out. Let us suppose that the N170 responds selectively to both (a) faces – 
however described or understood – and (b) images of unicorns. Unless some-
one runs a control for unicorns, we cannot say for sure that they would fail to 
elicit an N170. Likewise for tomatoes, anteaters, balloons, and so on.

This is, of course, simply the old problem of scientific induction (Hume, 
1748; 1955). Just as we would have to examine every last swan in the universe 
before we could assert that all swans were white, so would we have to rule 
out every non-face stimulus to say that the N170 is face-specific. Conversely, 
just as a single black swan can falsify our white-swan theory (Popper, 1956), 
so can a single (bona fide 2) non-face stimulus – such as an N170-evoking 
unicorn – falsify our face-only theory. Because of this asymmetry between 
proving and falsifying, proponents of the “specificity” account for face pro-
cessing seem to have the empirical cards stacked against them.

There is an obvious objection to this line of reasoning. Certain pos-
sible confounds, it seems, can be ruled out on theoretical grounds, a priori. 
Based on everything we know about human evolutionary history, the neu-
roscience of perception, and indeed unicorns, it would be ridiculous to sup-
pose (according to this objection) that mythical, one-horned horses might 
be specially processed in the brain, for adaptive reasons or otherwise 3. Thus 
there is no compelling reason to use them as stimuli. But even granting this 
view, there remain a good number of genuinely plausible non-face-specific 
theories concerning the N170, one of which will be considered near the end 
of this paper. It is to rule out these viable, competing explanations that specific 
control stimuli are chosen, such as the ones used in the Bentin et al. (1996) 
experiments. We will return to these experiments shortly. First, however, we 
need to consider in more detail the topic of modularity.

 2 That is, assuming that we had set up our experiment properly, and it wasn’t some inci-
dental feature of the stimulus – besides its not-being-a-face – that was driving the effect. 
 3 Although, to be fair, given the purported “Jennifer Aniston” effect – according to which 
a single neuronal cell fires selectively to images of Jennifer Aniston (Quian Quiroga, Reddy, 
Kreiman, Koch & Fried, 2005) – perhaps the unicorn hypothesis is not so fanciful after all.
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4.  Modularity

Thus far we have referenced the notion of “modularity” a number of times, 
but only obliquely. Here we bring it up directly. We suggest that one’s concep-
tion of modularity lies at the heart of any decision about whether the N170 
should be considered face specific or merely face sensitive. Different theorists, 
however, adopt different views regarding what a module is. A distinction can 
be made between the strict modularity of Fodor (1983), and the “looser” 
modularity of Sperber (2005), and we consider these notions in turn.

In general, a module is a mental system or “organ” instantiated in the 
brain which evolved to serve a discrete adaptive function in human or animal 
cognition. Fodor (1983) argued that such a system – to count as truly modu-
lar – must be informationally encapsulated and must operate in a mandatory 
fashion. That is, it must respond selectively, and automatically, to a limited 
range of data, and it must produce a characteristic output regardless of what-
ever else may be going on in the brain. A given module, then, might fail to 
respond to certain information that would seem relevant to its processing 
function if it were not coded in the specific way recognizable to the module.

What would it mean for a face-perception system to be modular in this 
Fodorian sense? It would mean that it should respond to all and only faces, 
producing characteristic brain activity (perhaps reflected in the N170) so 
long as the information feeding into it met the module’s criteria for being 
a face – but not otherwise. A vital question, then, is: What sort of criteria 
could the module be relying on when “deciding” whether to activate? As 
Pinker (1997) proposes: “The only thing that can be special about a percep-
tion module is the kind of geometry it pays attention to, such as the distance 
between symmetrical blobs. If objects other than faces (animals, facial expres-
sions, or even cars) have some of these geometric features, the module will 
have no choice but to analyze them, even if they are most useful for faces 4. 
To call a module a face-recognizer is not to say it can handle only faces, it is 
to say that it is optimized for the geometric features that distinguish faces 
because the organism was selected in its evolutionary history for an ability to 
recognize them”. 

 4 For example, as Pernet, Schyns and Demonet (2007) remark: “[…] human faces are rela-
tively smooth volumes compared to sharper manufactured objects such as computers, houses, 
doors and tables. In the context of contrasts between such categories, a ‘category-specific’ acti-
vation to faces could arise from […] mechanisms handling smooth volumes. [An] area involved 
with faces […] would [then] respond to many categories of smooth objects, including faces”. 
It must be pointed out, of course, that this hypothesized “smooth volume” handler could be 
either a sub-component of a face-optimized modular system (à la Pinker), or an independent 
mechanism handling all smooth volumes to which the organism might be exposed. 



Brian D. Earp - Jim A.C. Everett

Neuropsychological Trends – 13/2013
http://www.ledonline.it/neuropsychologicaltrends/

14

Thus we can see that a “face-recognizer” might be specialized to carry 
out its evolved function without having to be 100% foolproof. In light of 
this, some scholars, including Haidt (2012) have urged a consideration of a 
“looser” sense of modularity, such as that as given by Sperber (2005). On Sper-
ber’s (2005) account, a distinction should be drawn between a module’s proper 
domain of function and its actual domain. For a face-processing module, the 
proper domain would be all and only (human) faces as discussed above; while 
the actual domain would include not only faces, but also other stimuli such as 
masks, or drawings of a face – or other stimuli with enough facelike geometric 
or featural overlap to trigger processing, as suggested by Pinker (1997). 

5.  Returning to the expriments

Now that we have some of the relevant theory under our belts, let us return 
to our discussion of the classic N170 experiments. Thus far we have seen that 
the N170 responds to images of faces, but not – or not as pronouncedly – to 
images from any of the following alternative categories: inanimate objects 
(cars, furniture), animate non-face objects (butterflies), animate non-human 
faces (animal faces), and animate human non-face objects (hands). What 
else might help us clarify the extent to which the N170 might be tracking a 
brain process that is specialized for faces – in at least the Sperberian sense just 
discussed? 

One strategy would be to ask whether faces have any peculiar aspects 
about them that make them different from other objects. As Bentin et al. 
(1996) explain, orientation seems to be one such feature. That is, compared 
to other objects, faces seem to be significantly harder to recognize when they 
are inverted as opposed to upright. “If [the] N170 reflects activity associated 
with face recognition”, the authors reason, “it should therefore be affected 
by face inversion” but not by object inversion. And indeed this is what they 
found. In their third experiment, both faces and inverted faces produced an 
N170, with inverted faces peaking 10 ms later, while cars and inverted cars 
“elicited identical ERPs, with no N170”.

These results seem to support an account of the N170 as tracking brain 
functions that are specialized for faces. But they are not conclusive. So Bentin 
et al. (1996) pressed further: What is it about faces, they asked, that might 
trigger a seemingly distinctive brain response? Is it something about the con-
figuration of face parts, considered holistically (as suggested in the Pinker, 
1997, quote above; see also Bruce & Young, 1986), or something about the 
face parts themselves, considered in isolation? 
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The last two experiments reported by Bentin et al. (1996) were 
designed to address these questions. They tested whether the N170 could be 
elicited by individual facial components, such as the eyes, nose, or mouth. 
Surprisingly – and providing some evidence against the “holistic configura-
tion” hypothesis – they found that indeed it could. Specifically, Bentin et al. 
(1996) found that eyes (but not other facial features) were able to produce an 
N170. This was the case whether they were presented in isolation, or as part 
of a “distorted” face with jumbled-up components. In fact, isolated eyes cor-
responded to a greater N170 amplitude than did standard images of whole, 
unmodified faces. This led Bentin et al. (1996) to conjecture that the N170 
might not be face-specific after all, but indeed eye-specific, with other aspects 
of facial geometry playing less important a role in eliciting the characteristic 
spike 5. 

6.  Implications

What lessons can we take from these initial findings as well as from our dis-
cussion of domain specificity and modularity? One lesson, suggested earlier, 
is that the selection of non-face stimuli is theoretically more complicated 
than it may seem at first blush: recall that, in principle, an infinity of such 
stimuli would have to be controlled for, and every other conceivable inci-
dental stimulus feature ruled out as well. As Rousselet, Pernet, Caldara and 
Schyns (2011) state the problem: 

When dealing with complex visual stimuli, categorical designs make it difficult 
to attribute a brain response to specific object categories (e.g., a face), features 
(e.g., the eye) or functions, because the specificity of the response (e.g., to 
the face) is determined by contrast with responses from other categories (e.g., 
cars) and informal hypotheses tested. Unfortunately, category members share 
a dense correlative structure of low-level visual properties (e.g., luminance 
energy, main directions of orientation, spatial frequency composition), which 
cannot all be controlled with a finite number of contrast categories. Conse-
quently, the brain response’s specificity might be due to differences in input 
statistics, not to the category itself. 

Furthermore, if one adopts the Sperberian view of modularity, there would 
be no guarantee even theoretically that objects other than faces should fail 

 5 This stands in contrast to later work by Eimer (1998), who found that N170 amplitude 
was not affected by the absence or presence of eyes in a face.
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to evoke a response in a “face-specialized” module; indeed, they might be 
expected to, so long as they happened to meet enough of the module’s cri-
teria for activation. Bentin (1996) and colleagues, it must be acknowledged, 
did attempt to control for various non-face-specific interpretations of their 
results; but critics charge not enough. To this day, the majority of EEG stud-
ies contrasting faces with other object categories have relied on a relatively 
small number of controls: from one to five object classes per study, with sig-
nificant overlap in type of stimuli used 6 (Itier & Taylor, 2004; but see Ganis, 
Smith & Schendan, 2012, who used 40 different object classes).

Nevertheless, at the very least, we should be able to say with Bentin 
et al. (1996) that the N170 responds to images of faces – whether because 
of the eye-components or their specific geometric spacing, or for other rea-
sons – and that it appears to do so at a greater amplitude compared to a small 
number of other object types. 

Or can we say this much? As referred to above, Thierry et al. (2007a) 
seemed to undermine even this apparently cautious interpretation. Specifi-
cally, they claimed to show that much, if not all, of the N170’s characteristic 
responsiveness to face stimuli has little to do with their actual “faceness” 
(Rossion & Jacques, 2008), and more to do with a handful of theoretically 
nugatory features, including size, position, and orientation.

7.  Does controlling for interstimulus perceptual
 variance abolish N170 face selectivity?

Thierry at al. (2007a) begin their article by noting that in typical N170 
research, face stimuli are presented in full frontal view, and are similarly sized 
and positioned with respect to the viewing field, while objects from other 
categories may vary considerably in size, position, and angle of presentation. 
If high levels of variance between “non-face” stimuli created an inter-trial 
“jitter” for the N170 component, this would have the effect of dampening 
amplitude at that latency, resulting in a weaker signal for high ISPV objects. 
Since these objects just happen to be controls, such an outcome would appear 
to support an N170 partiality to faces, but would in fact reflect a relatively 
uninteresting methodological artifact. 

To test this hypothesis, Thierry et al. (2007a) conducted three experi-
ments, two of which are relevant to the present discussion. For the first 
experiment, they generated a set of images divided into four groups: (1) faces 

 6 Unicorns, we can be sure, have not been tested.
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presented in full frontal view and matched for size (low ISPV); (2) faces 
varying in size, orientation, position, and age (high ISPV); (3) cars presented 
in full frontal view and matched for size (low ISPV); and (4) cars varying 
in size, orientation, position, make, and year (high ISPV). Their design was 
thus 2 × 2 factorial, with faces versus cars as one factor and high versus low 
ISPV as the other. All of the images were converted to black and white and 
transposed onto a gray background. Participants saw each of the images in 
pseudo-random order over four blocks.

EEG recordings showed an N170 that varied in amplitude as a function 
of ISPV but not category type. That is, averaged ERPs for high ISPV images 
yielded a lower peak compared to averaged ERPs for low ISPV images, 
regardless of whether the images were of faces or cars. These findings were 
replicated in a second experiment, which was functionally equivalent to the 
first, but which included butterflies instead of cars, and showed both image 
types in profile instead of head-on. Based on these combined results, the 
authors concluded that the larger N170 in response to facial stimuli in previ-
ous studies was due not to “faceness” but to a failure to control for ISPV. 

If their interpretation were correct, what would it mean for our ques-
tion about domain-specificity? To begin with, it would mean that it is no 
longer relevant or interesting to ask why the N170 is typically larger for faces 
compared to non-faces. The answer would be simply, “poor study design”. 
But as we stated in the introduction, this conclusion would be too hasty. To 
see why, let us turn now to the major criticisms of the Thierry et al. (2007a) 
account.

8.  Controlling for ispv does not (completely)
 abolish N170 face selectivity

The most forceful and complete replies to the Thierry et al. (2007a) paper 
are due to Rossion and Jaques (2008), and Bentin et al. (2007). Hence our 
critique will draw heavily from their work. We note that this is an ongo-
ing debate, with Thierry and colleagues providing additional evidence in 
favor the ISPV hypothesis (Dering, Martin & Thierry, 2009), and others 
providing evidence against it (Ganis, Smith & Schendan, 2012; Schendan 
& Ganis, 2013). Our own review of the most recent literature suggests that 
(uncontrolled) ISPV may indeed account for some of the difference in ampli-
tude between face and non-face stimuli in some N170 experiments, but that 
it cannot account for all of the difference in all of the experiments. Therefore 
it would be premature to throw out the “conservative” construal of the N170 
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according to which it is at least responsive to faces, as we stated above. It will 
be the work of this section to build a case for this view.

What is problematic about the ISPV account? First, its main claim is in 
tension with a large body of prior evidence: multiple studies have controlled 
for ISPV – at least along certain key dimensions 7 – and yet have reliably pro-
duced the N170 (see Bentin et al., 2007; Rossion & Jacques, 2008, for mul-
tiple instances and a lengthy discussion). For example, Latinus and Taylor 
(2005) showed a greater N170 for upright compared to inverted Mooney 
faces (Mooney, 1957). Mooney faces are simplified two-tone icons which 
are perceived as faces when presented upright, but as meaningless objects 
when presented upside-down. Hence they can serve as either face or non-face 
stimuli depending upon orientation, yet are identical in every other regard 
including pixel-by-pixel interstimulus variance. 

Faced with these sorts of findings, Thierry et al. (2007b) do acknowl-
edge that “some previous studies have used low-ISPV stimuli”, but they do 
not regard these studies as conclusive. The Mooney (1957) experiments, for 
example, involve just one contrast category (the inverted Mooney icon), 
and hence none of the objects tested in the Thierry et al. (2007a) paper; 
and many other prior studies conflate high values for pixel-wise correlations 
with low perceptual variance, which may not be appropriate. As Thierry et al. 
(2007b) state: “[…] we do not equate ISPV, a psychophysical concept, with 
interstimulus pixel-wise correlations, a physical measure. Clearly, equivalent 
pixel changes at different image locations will have different psychophysi-
ological consequences”. This point is echoed by Ganis, Smith and Schendan 
(2012), who remark that “pixel-by-pixel correlation between images […] is 
only one measure of physical variance and ignores perceptual variance, that 
is, how different stimuli in a set are perceived to differ from each other” 
(emphasis added). 

Notably, unlike Rossion and Jacques (2008), Ganis and colleagues 
(2012) agree with Thierry et al. (2007b) that “uncontrolled stimulus vari-
ance between the image categories employed is common in previous studies 
of face processing” and that this may indeed “pose a potentially devastating 
challenge to the numerous studies on face-specificity using any measure” 
(Schendan & Ganis, 2013). Yet a powerful direct test of the ISPV hypothesis 
has been “elusive”, they claim, since:

 7 Part of the issue is that “ISPV” can be defined in a multitude of ways – that is, stimuli 
can “vary” along numerous dimensions – and it would likely be infeasible to control for every 
possible source of stimulus variation in any single experiment. Hence, “[the] findings of any 
experiment matching specific measures of [interstimulus variance] between stimulus sets could 
always be criticized for not using the ‘correct’ variance measure” (Ganis et al., 2012). 
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(a) quantifying IS[P]V 8 is hard,
(b) multiple definitions of IS[P]V are possible,
(c) both physical [interstimulus variance] (e.g., pixel correlation between 

images) and perceptual [interstimulus variance] (i.e., how different the 
stimuli within a category are perceived to be from each other) must be 
controlled, and 

(d) IS[P]V must be controlled both within- and between-participants.

To overcome these challenges, Ganis et al. (2012) devised a novel set of 
experiments in which they eliminated ISPV on any definition by exposing 
participants (both within- and between-subjects 9) to a single face and a single 
object multiple times. Over numerous trials and three separate conditions, 
participants were exposed to up to 40 diverse basic categories of objects, 
and up to 40 grayscale pictures of anonymous Caucasian female faces, care-
fully matched on Fourier amplitude spectra for every pairing. Strikingly, 
“the amplitude of the occipito-temporal N170 to faces is larger than that to 
objects in all conditions, even after eliminating IS[P]V”. 

Of course, “normal” N170 experiments do not typically control for 
ISPV in so painstaking a manner. Accordingly, in a follow-up study, Schendan 
and Ganis (2013) sought to quantify the extent to which un-controlled inter-
stimulus variance might artificially dampen the N170 amplitude for objects 
in line with the Thierry et al. (2007a) hypothesis. By comparing data from 
conditions in which ISPV was eliminated completely to that from conditions 
in which ISPV was left uncontrolled, they found that face-categorical sen-
sitivity “explains over half of the N170 difference between faces and a wide 
variety of objects from unique basic categories” and that ISPV, by contrast, 
“can explain as little as 0% (none) and at most 37%” of any N170 differences 
observed at right-hemisphere electrodes. Hence, as they conclude: N170 face 
sensitivity “remains large and robust even when IS[P]V is zero, refuting the 
central tenet of the IS[P]V account”.

 8 Schendan and Ganis (2013) prefer the term “ISV” for “interstimulus variance” since it 
can include both physical variance and perceptual variance, eliminating the definitional ambi-
guity inherent in the Theirry et al. (2007a) construal. In discussing their work, we will use the 
term IS[P]V, to indicate that the perceptual variance we have been discussing so far is covered by 
their experiments.
 9 Variance was eliminated within-participants by having one face-object pair per subject, 
but a unique pair for each individual; and both within- and between-participants by having 
one identical face-object pair for all subjects. These pairings were compared against the typi-
cal case in face processing research with many different faces and objects: 40 unique faces and 
40 unique objects for all subjects (as described in Schendan and Ganis, 2013, and in detail in 
Ganis et al., 2012). 
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9.  Is the N170 face specific?

In our view, the recent studies conducted by Ganis and colleagues (2012; 
2013) allow us to recover the “conservative” interpretation of the N170, 
namely that it responds preferentially to face and facelike stimuli compared to 
a handful of other types of objects (up to 40 in the Ganis et al., 2012 experi-
ments). But we still cannot conclude that it responds only to faces, nor that 
it is necessarily the “faceness” of the stimuli to which it does respond that 
drives classic effect: it might be something about the eyes, as suggested by 
Bentin et al. (1996); or it could be something else completely as we consider 
below. Before we get any further in our discussion of face specificity, however, 
we have to ask a simple question: What exactly do we mean by the stronger 
“face-specific” term as a possible description of the N170? 

One thing it must not be taken to mean is that no other stimuli are capa-
ble of evoking negative-spiking potentials at 170 ms. This is already known 
to be false. As Rossion, Curran and Gauthier (2002) report, large and clear 
N170 responses have been recorded for objects ranging from houses, cars, 
and chairs, to birds, dogs, shoes, and greebles. The key difference, however, 
is that these non-face evoked potentials are almost always lower in amplitude 
compared to those evoked by faces (for exceptions see, e.g., Rossion et al., 
2000; Schweinberger, Huddy & Burton, 2004; Dering et al., 2009; Dering 
et al., 2012). Why might this be? 

According to Rossion, Collins, Goffaux and Curran (2007), the like-
liest answer has to do with what it is that EEG signals track in general, 
namely levels of synchronized neural activity time-locked and phase-locked 
to stimulus onset. A larger signal means more synchronized cortical activity. 
At the same time, source localization techniques for the N170 indicate that 
it stems from multiple cortical sources, several of which are thought to be 
face-selective. Hence, the larger N170 component for faces observed at the 
surface of the brain “appears to be due to the additional contribution of local 
sources at that latency that are face-selective”.

This explanation does sound promising; but rather than finally answer-
ing our question about the face-specificity of the N170, it merely pushes it 
deeper into the brain. After all, it is a matter of serious controversy whether 
the brain areas referred to by Rossion et al., 2000 (such as the fusiform gyrus) 
are truly selective for faces per se, or whether, as some argue, they are involved 
more broadly in the processing of stimuli for which the perceiver is an expert 
(Carmel & Bentin, 2002; Gauthier, Curran, Curby & Collins, 2003; Kan-
wisher, 2000; Kanwisher & Yovel, 2006; McCarthy, Puce, Gore & Allison, 
1997; Tsao, Freiwald, Tootell & Livingstone, 2006; Xu, Liu & Kanwisher, 
2005; Dering et al., 2012). This is, as referred to above, one of the “viable 
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competing explanations” for a range of face-responsive brain phenomena, 
and it would have to be undermined definitively before the localized “face-
specific” account could inspire anything like a consensus.

We do not take a side in this underlying debate about the localization 
of face processing vs. “expertise”-processing in the brain, nor do we pretend 
that the N170 data alone could settle the dispute. We do think that face-
processing could plausibly be considered modular in the “looser” Sperberian 
sense discussed above, and that the N170 might capture some of the associ-
ated brain activity. But we think that the competing “expertise” theory has 
merit as well, and we are not convinced by experimental attempts to rule it 
out. We will look at just one study designed to do just this, as an example, 
and explain why it is inconclusive. We refer to a magnetoencephalography 
(MEG) study by Xu et al. (2005) purporting to show that the M170 – the 
MEG equivalent of the N170 – is indeed selective for faces, not expertise. 

Xu et al. (2005) showed images of faces, cars, and shoes to car experts 
and normal subjects. If the expertise hypothesis is correct, they reasoned, 
then car experts, compared to control subjects, should exhibit an increased 
M170 in response to cars over shoes. This is because cars are objects of exper-
tise for car experts in just the same way that faces are objects of expertise 
(according to this hypothesis) for all normal individuals. However, results 
showed no difference in M170 response to cars over shoes in car experts 
compared to control subjects.

A Google Scholar search in mid-2012 reveals that this study by Xu et 
al. (2005) has been cited in 58 other articles since its publication, some in 
favor of its conclusions, and some opposed. Our own view is that their null 
findings are far from definitive. Negative experimental results may be due to 
any number of considerations, and do not necessarily entail that there are 
no meaningful differences between a control and a comparison group. For 
instance, it may be that the assumption – upon which the researchers relied 
in their experimental design – that car-expertise and face-expertise are analo-
gous is misguided. Perhaps car experts are experts about cars in a way that is 
different from the way in which ordinary human beings are “experts” about 
faces. This would be a useful area for further research to explore. To date, the 
“specificity” versus “expertise” controversy cannot be decided firmly one way 
or another on the basis of the available evidence (see Dering et al., 2012 for a 
recent study favoring the “expertise” hypothesis). 
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Conclusion

Our aim in this paper was not to resolve every disagreement between 
researchers with differing interpretations of the N170, nor to take sides in 
the underlying debate about specialization and localization of face-processing 
in the brain. Instead, we sought to review some of the key studies in this area 
in light of a recent controversy, as well as to raise a number of basic theoreti-
cal and philosophical points which the N170 debaters might find relevant 
to their empirical work. Specifically, they might strive to make explicit their 
notions of what counts as a face, granting the considerations we highlighted 
above, and they should spell out the type of modularity they use to support 
their claims about domain-specificity. In other words, we suggest that there 
is a need to go beyond the standard implementation of field-conventional 
empirical control conditions, and to make explicit the philosophical assump-
tions underpinning their design in each case. 

In addition, we thought it important to weigh in on the controversial 
Thierry et al. (2007a) finding, which threatened to change the terms of the 
debate from questions about face-specificity versus “mere” face-responsive-
ness, to ones about basic flaws in experimental methodology. Given the 
wealth of findings from prior research, including a number of studies that 
did at least partially control for ISPV, as well as the recent, more conclusive, 
evidence provided by Ganis and colleagues (2012), we argue that Thierry et 
al.’s (2007a) claim that controlling for ISPV “abolishes” the N170 is far too 
strong. Accordingly, while researchers should continue to keep a critical eye 
on the fundamentals of methodology and design, we think that they can 
reasonably return their attention to the bigger picture as well.

According to this picture, it should be clear that the N170 is preferen-
tially responsive to images of faces compared to the relatively small number of 
non-face control stimuli typically used in these experiments. We do not yet 
know whether it is the “faceness” of those stimuli that is driving the classic 
effect, and we have argued that conclusive support for the stronger hypoth-
esis – the face-specificity account – would logically require the ruling-out of 
an infinite list of possible confounds. Since such a task is impossible in prac-
tice to carry out, researchers must rely on converging evidence from a range 
of experiments to lend support to their competing accounts and a priori 
arguments; and a consensus answer is unlikely to be forthcoming any time 
soon. Nevertheless, by calling attention to, and clarifying, the conceptual 
bases for these experiments in some of the ways we have proposed, progress 
may be more readily assured. 
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